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Abstract
Simulation of the movement of multiple rigid bodies are used in a number of fields, ranging from engineering to computer
games. One challenging problem is to handle contact between bodies in a robust fashion at interactive speeds. In this project,
the Newton-Euler equations are derived for multiple rigid bodies and rephrased as a non-linear complementary problem. This
problem can be reduced to solving the matrix equation A~λ + ~b = 0 for ~λ. An iterative method to compute an approximate
solution can be found by splitting A into a sum of matrices. Methods for improving the convergence of such a method has been
considered and tested. Neither of the investigated methods proved to be significantly better than the others.
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1 Introduction

Improvements computer hardware has made it possible to run
physics based animation at interactive rates on home computers.
This has been embraced by particularly the computer game indus-
try, where many modern games have some sort of physics engine.
There are, however, still significant limits on how many objects can
be animated, which can be aggravated by instability of the method
used.

This underlines the need for efficient, stable and robust methods to
do the computations. One of the major challenges is how to han-
dle objects that are in contact with one another to ensure that they
do not penetrate one another and obey Coulomb’s Law of Friction.
Often only rigid bodies are used, as deformable objects are compu-
tationally expensive to handle.

The penalty-based methods works by applying a penalty force to in-
tersecting bodies and thereby pushing the bodies out of each other.
It suffers from problems of figuring out how to apply a penalty
force, wiggling and discontinuities, but is simple to implement and
relatively fast [Erleben et al. 2005].

Another option is to use collision impulses to model the interaction
between different bodies. Methods of this sort are called impulse-
based methods, and have previously had problems handling stack-
ing [Erleben 2007].

Constraint-based methods formulate constraints on the motion and
use these to compute the motion. Several variations on this ap-
proach have been proposed. In the force-based formulation, it is
attempted to find the forces acting on the system and use this to
describe the instantaneous state of the system. This formulation,
however, cannot handle collisions and suffer from indeterminacy
and inconsistency.

The impulse-based formulation, however, does not suffer from
these problems. It is based on computing the motion over an entire
time interval, which is convenient for discrete simulation methods.
This suggests that this method is both robust and stable, even for
large time steps [Erleben et al. 2005].

For this formulation, the constraints can be reformulated as a non-
linear complementary problem. This problem can be solved by
solving a matrix equation, A~λ + ~b = 0, and projecting the so-
lution onto a range. Thus, an efficient and robust method of solving
a linear system of equations is central for this method. Such a sys-
tem can be solved using a splitting method, that is, split the matrix
A into a sum of matrices, and use this to devise an iterative method
to compute an approximation to ~λ. The Gauss-Seidel method is one
such method, and as noted in [Burden and Faires 1997], the order
of updates of ~λ components may increase the rate of convergence.
A higher rate of convergence can lead to better visual quality or
increase the number of animated objects.

The enclosed CD contains a full-color version of this report, appen-
dices, all figures in higher resolution, MatLab scripts, data files and
test results. Check out the readme for more information.

2 The Newton-Euler Equations for Particle
Systems

In this section, the Newton-Euler equations will be derived for a
particle system. The section is primarily inspired by [Erleben et al.
2005] and, to a lesser extent, [Knudsen and Hjorth 2002]. The basis
of Newtonian Mechanics are Newton’s Laws of Motion, which are
formulated in [Knudsen and Hjorth 2002] as:

Newton 1 (The Law of Inertia) A body remains in its state of rest
or in uniform linear motion as long as no external forces act to
change that state.

Newton 2 The change in the momentum of a body is proportional
to the force that acts on the body and takes place in the direction of
that external force.

Newton 3 (The Law of Action and Reaction) If a given body A
acts on another body B with a force, then B will also act on A with
a force equal in magnitude but opposite in direction.

If we define the momentum ~p as the product of the mass m and the
velocity ~v, it follows from Newtons 1st Law that the momentum
must be constant if no external force act on the body:

~p = m~v = constant (2.1)

A coordinate system satisfying Newtons 1st Law is called an iner-
tial frame. The World Coordinate System (WCS) is assumed to be
an inertial frame.

If ~F is the force and t is the time, Newtons 2nd Law can be ex-
pressed as

d~p

dt
= ~F (2.2)

Assuming that the mass does not change over time, it follows that

~F =
d~p

dt
= m

d~v

dt
= m

d2~r

dt2
= m~a, (2.3)

where ~a is the acceleration at the position ~r. From (2.2) it follows
that

~P = d~p =

∫
~Fdt, (2.4)

where ~P is called the impulse. If the force is constant over a period
∆t, (2.4) becomes

~P = ∆t ~F (2.5)

2.1 Particle Systems

A particle system is assumed to consist ofN particles. A particle is
an infinitely small object with a constant massm. A particle system
can be described by an equation for each particle. The total force
on the i’th particle can be written as

~F tot
i = mi~ai = ~F ext

i + ~F int
i for i ∈ 1, 2..N (2.6)

The external force ~F ext is the force acting on the system from the
outside, such as gravity. ~F int

i are the forces from the other particles
on the i’th particle. From Newtons 3rd Law, it follows that the force
on the i’th particle from the j’th particle is equal in magnitude but
opposite in direction to the force on the j’th partice from the i’th.
Thus, they cancel each other out. From this it follows

~F tot =
∑

i

~F ext
i +

∑
i

~F int
i = ~F ext (2.7)

2.2 Center of Mass

From (2.7) it follows that the total force on the particle system are
given by the external forces on the system. The total mass of the
particle system is given by M =

∑
mi. This can be used to define

the acceleration ~acm of the Center of Mass (CM) of the particle



system as the weighted average of the acceleration of each particle.
Using the mass of the particle as weight yields

~acm =
1

M

∑
i

mi~ai =
~F

M
(2.8)

Similar, the position ~rcm of CM is the weighted average of the po-
sition of each particle

~rcm =
1

M

∑
i

mi~ri (2.9)

This can be rewritten as a second order ordinary differential equa-
tion:

d2~rcm

dt2
=

~F

M
(2.10)

From (2.10) it should be clear that the center of mass of a particle
system moves as if it were a particle with the total mass of the par-
ticle system. The differential equation can be rewritten as a system
of coupled first order differential equations

d~vcm

dt
=

~F

M
(2.11a)

d~rcm

dt
= ~vcm (2.11b)

2.3 Rotation

In the previous section, we investigated the translational movement
of a particle system. In this section we will investigate the rotation
of the particle system, assuming that the system is a rigid body. A
rigid body is a particle system where the particles have a constant
distance from one another.

To describe the rotational movement of a rigid body, we need a
convenient way of describing this movement. One option is to place
a coordinate system with origin in the CM of the rigid body and
axis fixed w.r.t. the rigid body. This frame is called the Body Frame
(BF), as illustrated in Figure 1. Please note that the body frame
is usually not an inertial frame. The rotational movement can be
described by the angles between the WCS axis and the BF axis

~θ = θxx̂+ θy ŷ + θz ẑ, (2.12)

where x̂, ŷ, ẑ are the basic vectors of the WCS. Rotations using
Euler angles do not commute, but their time derivatives, the angular
velocity ~ω, do

~ω =
d~θ

dt
=
dθx

dt
x̂+

dθy

dt
ŷ +

dθz

dt
ẑ, (2.13)

The direction of the angular velocity is the axis of rotation and the
magnitude of the angular velocity is the speed of the rotation. This
allow us to investigate the position ~ri and velocity ~vi of the i’th
particle of the rigid body in WCS. It can be seen from Figure 1 that
these can be written by

~ri = ∆~ri + ~rcm (2.14)
~vi = ∆~vi + ~vcm (2.15)

By trigonometry, [Erleben et al. 2005] show that ∆~vi = ~ω ×∆~ri,
which can be inserted into (2.15):

~vi = ∆~vi + ~vcm = ~ω ×∆~ri + ~vcm (2.16)

Please note that the velocity of a particle can be found by the sum
of translational and rotational movement.
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Figure 1: The figure shows a rotated box moving in the world co-
ordinate system (WCS) with the axis of its body frame (BF) shown.
The axis of BF are rotated w.r.t. WCS. The position of a point on
the box is fixed in BF.

2.4 The Euler Equations

The angular momentum ~L of a particle at position ~r and momentum
~p in some inertial frame is defined by

~L = ~r × ~p (2.17)

The time derivative of ~L is

d~L

dt
=

d(~r × ~p)
dt

=
d~r

dt
× ~p+ ~r × d~p

dt

= ~v × ~p+ ~r × ~F

= ~r × ~F

= ~τ (2.18)

~τ is called the torque, and the above relation is called Euler’s equa-
tion. The angular momentum and torque are illustrated on Figure
2. The total angular momentum ~Ltot of a particle system can be



calculated by

~Ltot =
∑

i

~ri × ~pi

=
∑

i

~ri × ~mivi

=
∑

i

(∆~ri + ~rcm)× (mi∆~vi +mi~vcm)

=
∑

i

∆~ri ×mi∆~vi +
∑

i

∆~ri ×mi~vcm

+
∑

i

~rcm ×mi∆~vi +
∑

i

~rcm ×mi~vcm(2.19)

As ~rcm is independent of i and defined by (2.9), we get∑
i

mi∆~ri =
∑

i

mi(~ri − ~rcm)

=
∑

i

mi~ri −
∑

i

mi~rcm

= M~rcm −M~rcm

= 0 (2.20)

As
∑

i mi∆~ri = 0 for all time, the time derivative
∑

i mi∆~vi

must also be zero. Inserting this into (2.19) we get

~Ltot =
∑

i

∆~ri ×mi∆~vi + (
∑

i

mi∆~ri)× ~vcm

+ ~rcm × (
∑

i

mi∆~vi) +
∑

i

~rcm ×mi~vcm

=
∑

i

∆~ri ×mi∆~vi +
∑

i

~rcm ×mi~vcm (2.21)

The total torque ~τ tot for the particle system is

~τ tot =
∑

i

~ri × ~Fi

=
∑

i

(∆~ri + ~rcm)× ~Fi

=
∑

i

(∆~ri × ~Fi) +
∑

i

~rcm × ~Fi (2.22)

The vector crossproduct is distributive, so ~rcm ×
∑

i
~Fi =∑

i rcm × ~Fi. This yields

~τ tot =
∑

i

(∆~ri × ~Fi) + ~rcm ×
∑

i

~Fi

=
∑

i

(∆~ri × ~Fi) + ~rcm × ~F (2.23)

Having determined ~Ltot and ~τ tot for the particle system, it is now
possible to write Euler’s equation for a particle system.

~τ tot =
d~Ltot

dt

=
d

dt
(
∑

i

∆~ri ×mi∆~vi

+
∑

i

~rcm ×mi~vcm) (2.24)

CM

Li

r j
 j

F j

v i

ri

Figure 2: The figure illustrates the angular momentum ~L and the
torque ~τ on a cone. Intuitively, ~L can be seen as the velocity at a
distance, and ~τ as the force at a distance from CM, which can be
used to describe rotational movement.

Taking the time derivative of
∑

i ~rcm ×mi~vcm yields

d

dt

∑
i

~rcm ×mi~vcm =
d

dt
(~rcm ×M~vcm)

= M(
d~rcm

dt
× ~vcm + ~rcm ×

d~vcm

dt
)

= M(~vcm × ~vcm + ~rcm × ~acm)

= ~rcm × ~F (2.25)

This result and (2.23) can be inserted into (2.24):

~τ tot =
d

dt
(
∑

i

∆~ri ×mi∆~vi +
∑

i

~rcm ×mi~vcm)⇔

∑
i

(∆~ri× ~Fi)+~rcm× ~F =
d

dt
(
∑

i

∆~ri×mi∆~vi)+~rcm× ~F ⇔

∑
i

(∆~ri × ~Fi) =
d

dt
(
∑

i

∆~ri ×mi∆~vi) (2.26)

By definition, the torque and angular momentum w.r.t. CM are

~Lcm =
∑

i

∆~ri ×mi∆~vi (2.27)

~τcm =
∑

i

(∆~ri × ~Fi) (2.28)

From which it follows

~τcm =
d~Lcm

dt
(2.29)

The angular momentum w.r.t. CM can be expressed as follows

~Lcm =
∑

i

∆~ri ×mi∆~vi

=
∑

i

mi∆~ri × (ω ×∆~ri) (2.30)

Vector cross products can be rephrased as matrix products using
skew symmetric matrices ([Erleben et al. 2005] Section 18.2). If ~a,
~b, ~c are vectors and A, B, C are their skew symmetric matrix cross



product representation we get

~a× (~b× ~c) = −~a× (~c×~b)
= −~a× (C~b)

= −A(C~b)

= −(AC)~b

= (ACT )~b (2.31)

In (2.30) ~a = ~c. Denoting the skew symmetric matrix representation
of ∆~ri by Ri yields

~Lcm =
∑

i

mi(RiR
T
i )~ω

= I~ω, (2.32)

where I is called the inertia tensor and is given by

I =
∑

i

mi(RiR
T
i ) (2.33)

As RiR
T
i is a symmetric matrix, I must also be symmetric. A sym-

metric matrix can be expressed as a diagonal matrix in the coordi-
nate system specified by the eigenvectors of the symmetric matrix.
It follows that I can be expressed by a rotation matrix R and its
eigenvalue matrix Ibody

I = RIbodyRT (2.34)

The rotation matrix can be expressed by using the basis vectors of
the rotated coordinate system as columns. These basis vectors are
the eigenvectors of I. It should be clear that Ibody is dependent only
on the particle system, and can be precomputed.

Following the notation of [Erleben et al. 2005], the rotation matrix
can be expressed as a quaternion q by Theorem 18.44:

q = [s, x, y, z] (2.35)

where the coordinates can be calculated from the components of the
rotation matrix. The time derivative is given by Theorem 18.46:

d

dt
q =

1

2
~ωq (2.36)

The result (2.32) enable us to find the angular acceleration. It is
noted that

~τ =
d~L

dt

=
dI

dt
~ω + I

d~ω

dt
(2.37)

In the Body Frame specified by the eigenvectors of I, I does not
vary with time, but relative to the WCS it still rotates, so the time
derivative of I in the WCS can be found by crossing with ~ω:

~τ = (~ω × I) · ~ω + I
d~ω

dt
(2.38)

Rearranging the terms yield the angular acceleration

d

dt
~ω = I−1~τ − I−1(~ω × I) · ~ω (2.39)

Thus, the motion for a single rigid body can be described by the
equations (2.11a), (2.11b), (2.36), and (2.39).

Figure 3: A box on a ramp under the influence of gravity, which is
counteracted by the normal force ~Fn and friction ~Ff .

3 Newton-Euler Equations for Multibody Sys-
tems

In the previous section, we investigated a particle system represent-
ing one rigid body. In this section, a system with multiple rigid
bodies, a multi-body system, will be investigated. In a multi-body
system, the bodies may touch or even collide. So, the Newton-Euler
equations must be expanded to handle this. Ignoring the problem of
collisions, we investigate the forces between two rigid bodies at a
point of contact. This type of forces are called contact forces. This
section is inspired by [Erleben et al. 2005].

3.1 Contact Forces

As we are dealing with rigid bodies, there should be no deformation
or penetration on contact. Let us assume that we have two bodies
B1 and B2. A force ~F is exerted on B1, pushing it into B2, as
shown on figure 3.

To ensure against penetration, it follows from Newtons 1st law that
a contact force would have to act on B1 to cancel ~F . This force is
called the normal force ~Fn. By Newton’s 3rd Law, this force must
point in the direction of the surface normal ~n of B2 at the point of
contact and have a magnitude equal to the ~n-component of ~F .

When two bodies touch and are under the influence of some force
parallel to their surfaces, the friction force ~Ff is a force that ”try”
to counteract this sort of movement. The friction force is described
by Coulomb’s Friction Law. Coulomb’s Friction Law distinguishes
between two types of contact and one limit case.

Static or stable friction occur when the forces on the bodies are not
strong enough to make them move. In this case, the relative velocity
and acceleration of the bodies is zero and the friction force is given
by

~Ff ≤ −µs ‖ ~Fn ‖
~F

‖ ~F ‖
, (3.1)

where µs is the coefficient of static friction and ~F is the sum of all
forces, except friction, on the body.

Kinetic or dynamic friction occur when the bodies move relative to



each other. In this case the friction force is given by:

~Ff = −µk ‖ ~Fn ‖
~v

‖ ~v ‖ , (3.2)

where µk is the coefficient of kinetic friction and ~v is the relative
velocity.

The limit case between kinetic and static friction is called unstable
static friction, and in this case the relative acceleration is non-zero.
It is noted that µs and µk are not always equal in the real world.
From (3.1) and (3.2) this would give a discontinuity. To simplify
future calculations, they are set to be equal to the coefficient of fric-
tion µ = µk = µs.

As can be seen, the contact forces ~Fcontact are given by

~Fcontact = ~Ff + ~Fn (3.3)

By the principle of superposition, the contact forces can be added to
the other external forces on each body. If two bodies do not touch,
the contact forces between them are zero.

3.1.1 Contact points

A contact point is the point where two bodies touch. Contact forces
are applied at contact points.

The list of contact points can be organized as follows. For the k’th
contact point we have an index, ik and jk, for the touching bodies,
organized so that ik < jk. For each contact point, a normal vector
~nk and a position ~p is recorded, using the convention that the nor-
mal of surface of the i’th body Bi is used. This reduces the size of
the contact table at the price of more complex notation. The contact
force on Bi is

~Fcontact,i =
∑
jk=i

~fc −
∑
ik=j

~fc (3.4)

The sign on the second term is due to the normal pointing the wrong
way. The position of the contact point can be used to compute the
vector ~rki = ~pk − ~rcm,i from the CM to the contact point, which
is needed to compute the torque on Bi:

~τcontact,i =
∑
jk=i

~rkj × ~fc −
∑
ik=j

~rki × ~fc (3.5)

where ~fc is given by (3.3). Figure 4 show a simple setup and the
corresponding contact table.

3.2 Matrix Notation

In Section 2 the Newton-Euler equations were derived for a single
rigid object. This section will introduce a matrix notation to contain
the Newton-Euler equations for all n bodies in a given scene. It
is assumed that we know all K contact points. First, we define
the state vectors. The state vectors contain the current state of our
system. The generalized position and orientation vector ~s ∈ R7n

is defined by

~s =



~r1

q1
~r2

q2
...
~rn

qn


(3.6)

1

2

3

~r12 ~r13

~r21

~r23

~n1 ~r31

~r32

~n2

~n3

k ik jk nk pk

0 1 2 n1 p1

1 1 3 n2 p2

2 2 3 n3 p3

Figure 4: Three touching bodies and the corresponding contact
table.

The generalized velocity vector ~u ∈ R6n is defined by

~u =



~v1

~ω1

~v2

~ω2

...
~vn

~ωn


(3.7)

From (3.7) and (2.39) it should be clear that a generalized exter-
nal force vector can be constructed by alternating between external
force to update accelerations, and (2.39) to update angular acceler-
ation. The vector ~fext ∈ R6n can be defined by:

~fext =



~fext
1

~τext
1 − (~ω1 × I1) · ~ω1

~fext
2

~τext
2 − (~ω2 × I2) · ~ω2

...
~fext
n

~τext
n − (~ωn × In) · ~ωn


(3.8)

If the contact forces for the k’th contact point are denoted by ~fc
k and

assumed known, the contact force vector ~fc ∈ R3K can be defined
as:

~fc =


~fc
1

~fc
2

...
~fc
n

 (3.9)



3.2.1 Position and rotation

To describe relations between the position and rotation and their
time derivatives in the new notation, it follows from (2.11b) and
(2.36) that a matrix that alternates between the identity matrix 1
and 1

2
~qi in the diagonal can be multiplied with ~u to produce the

time derivative of ~s. The quaternion q cannot be inserted directly,
but can be rewritten by [Erleben et al. 2005] Theorem 18.47:

Qi =
1

2
qi =

 −xi −yi −zi

si zi −yi

−zi si xi

yi −xi si

 (3.10)

This allow us to define the matrix S7n×6n as

S =


1 0

Q1

. . .
1

0 Qn

 (3.11)

Rephrasing the kinematic relation for position and orientation
yields

d

dt
~s = S~u (3.12)

3.2.2 Velocity and angular velocity

To describe the relations between the velocity and angular veloc-
ity and their time derivatives, a generalized mass matrix is needed.
From Newtons 2nd Law and (2.32) it is clear that the matrix must
alternate between having masses and the inertia tensors on the di-
agonal. The generalized mass matrix M ∈ R6n×6n can be defined
as

M =


m11 0

I1

. . .
mn1

0 In

 (3.13)

The contact force vector only contains the K contact forces, so a
matrix is needed to ensure that the contact forces are applied to the
correct body. This is handled by the matrix C, which must have a
dimension of 6n×3K. The internal structure of this matrix will be
ignored for now.

These definitions allow the following rephrasing of the Newton-
Euler equations:

d

dt
~u = M−1(C~fc + ~fext) (3.14)

3.3 Constraints

In the preceding sections, the derivations of contact forces have
been very high level. In this section, the contact forces will be
rephrased as constraints.

A holonomic constraint is a constraint that can be described by a
function Φ(x1, .., xn, t) = 0, where t is the time and (x1, .., xn)
are the coordinates that describe the position of the bodies in the
system. If the constraint is dependent only on the positions of the
bodies, the time parameter can be ignored. Using the generalized
position and orientation vector yields the form

Φ(~s ) = 0 (3.15)

c

dc
dt

v

n

Figure 5: The figure illustrates the notion of the contact distance c
and the change in contact distance over time dc

dt
.

A number of constraints can be written on matrix form so that each
row corresponds to one constraint. Taking the time derivative yields
a kinematic constraint:

d

dt
Φ(~s ) =

∂Φ

∂~s

d~s

dt

=
∂Φ

∂~s
S~u = ~0 (3.16)

where we have used (3.12). Using the Jacobian JΦ = ∂Φ
∂~s

S yields

JΦ~u = ~0 (3.17)

By the principle of virtual work, the generalized force from the
holonomic constraint is

~fΦ = JΦ
~λ (3.18)

Non-holonomic constraints can be defined by a constraint function
Ψ(~s, t) ≥ ~0. Similarly to the holonomic constraint, taking the time
derivative of Ψ and using the Jacobian JΨ = ∂Ψ

∂~s
S yields

JΨ~u ≥ ~0 (3.19)

The generalized force from the non-holonomic constraint is

~fΨ = JΨ
~λ (3.20)

3.3.1 Non-penetration constraints

The contact distance vector ~cij is defined as the vector along short-
est distance between two bodies, Bi and Bj . If cij is the projec-
tion of ~cij onto the contact normal ~nij , a positive result indicates
no contact, a negative result indicates penetration and a result of
zero indicate contact. If vector ∆~r from the CM to closest point is
known for the two bodies, we have the non-penetration constraint

cij = (~rj − ~ri) · ~nij

= ((~rcm,j + ∆~rj)− (~rcm,i + ∆~ri)) · ~nij

≥ 0 (3.21)



The time derivative of ~cij indicates the movement of the contact
point. If d

dt
cij is the projection of d

dt
~cij onto the contact normal,

it indicates the speed in the normal direction. A positive result in-
dicates that the bodies move away from one another, a negative
that they move towards (or into) each other, and zero indicates no
relative movement. From (2.16) and (3.21) we get the contact con-
straint
d

dt
cij = (~vj − ~vi) · ~nij

= ((~vcm,j + ~ωj ×∆~rj)− (~vcm,i + ~ωi ×∆~ri)) · ~nij

≥ 0 (3.22)

Noting that (~ω × ∆~r) · ~n = ~ω · (∆~r · ~n) = (∆~r · ~n) · ~ω, (3.22)
becomes

~nij · ~vcm,j + (∆~rj × ~nij) · ~ωj − ~nij · ~vcm,i

−(∆~ri × ~nij) · ~ωi ≥ 0 (3.23)

Using the skew symmetric representation of ∆~rj×, (3.23) can be
rephrased on matrix form:

[
−~nT

ij −∆ri × ~nij nT
ij ∆rj × ~nij

]  ~vcm,i

~ωi

~vcm,j

~ωj

 ≥ 0

(3.24)
The right matrix is recognized as the generalized velocity vector,
and the condition is a non-holonomic constraint. Using

Jn =
[
−~nT

ij −(∆ri × ~nij)T ~nT
ij (∆rj × ~nij)T

]
,

(3.25)
equation (3.24) can be rephrased as the non-holonomic condition

Jn~u ≥ 0 (3.26)

which yields the force
~fn = Jnλn (3.27)

In (3.27), λn can be viewed as the magnitude of the contact force
in the normal direction.

3.3.2 Friction complimentary conditions

In Section 3.3.1 the movement of the contact point were projected
onto the surface normal. Let the vectors ~t1 and ~t2 be perpendicular
to each other, and span the tangent plane π of the contact surfaces,
so that π is perpendicular to ~n. As in Section 3.3.1, the move-
ment of the contact point can be projected onto these vectors, which
yields similar equations

[
−~t T

1 −(∆ri × ~t1) T ~t T
1 (∆rj × ~t1) T

−~t T
2 −(∆ri × ~t2) T ~t T

2 (∆rj × ~t2) T

] ~vcm,i

~ωi

~vcm,j

~ωj

 = Jt~u

(3.28)
The physical justification of (3.28) is that friction cannot induce
relative movement. Equation (3.28) is equivalent to the force

~ft = Jt
~λt (3.29)

where ~λt alternates between magnitude of the friction force in the
~t1 and ~t2 directions, respectively. The friction force in the tangent
plane is subject to constraints as noted in Section 3.1. Letting λt,i

denote the magnitude of the friction force in the ~ti direction, the
constraints can be defined by

Jt,i~u > 0 ⇒ λt,i = −µλn (3.30a)
Jt,i~u < 0 ⇒ λt,i = µλn (3.30b)
Jt,i~u = 0 ⇒ λt,i < | µλn | (3.30c)

where the i in Jt,i refers to row 1 or 2.

3.3.3 Putting it together

As noted in [Erleben 2007], the results from Section 3.3.1 and 3.3.2
can be unified into a single notation.

By inspection of (3.25) and (3.28), it is clear that Jn and Jt are sim-
ilarly constructed with one linear and one angular entry per body.
These entries can be gathered into one linear and one angular 3× 3
matrix for each body.

These matrices can be used to construct one Jacobian J for the en-
tire system. Each contact point correspond to one row of 3 × 3
blocks in J. The row of blocks contains zeros, except at the ith and
the jth column, where a linear and angular matrix is placed.

For the kth contact point, the Jacobian can be described by the linear
and angular matrices of Bi and Bj .

Jlin
k,i =

 −~n T
k

−~t T
k1

−~t T
k2

 (3.31a)

Jlin
k,j =

 ~nT
k

~t T
k1
~t T
k2

 (3.31b)

Jang
k,i+1 =

 −(∆rki × ~nk)T

−(∆rki × ~tk1)T

−(∆rki × ~tk2)T

 (3.31c)

Jang
k,j+1 =

 (∆rkj × ~nk)T

(∆rkj × ~tk1)T

(∆rkj × ~tk2)T

 (3.31d)

The kth row of blocks in J would look as follows

Jk =
[
. . . J lin

k,i Jang
k,i+1 . . . J lin

k,j Jang
k,j+1 . . .

]
(3.32)

Letting (λ1, λ2, λ3) = (λn, λt,1, λt,2), we can define

~λlow =

 0
−µλ1

−µλ1

 (3.33a)

~λhigh =

 ∞
µλ1

µλ1

 (3.33b)

The contact conditions (3.30) can now be rephrased as

λi = λlowi ⇒ (J~u)i ≥ 0 (3.34a)
λi = λhighi ⇒ (J~u)i ≤ 0 (3.34b)

λlowi < λi < λhighi ⇒ (J~u)i = 0 (3.34c)

From these definitions and (3.20), the Newton-Euler equation
(3.14) can be rephrased as

d

dt
~u = M−1(JT~λ+ ~fext) (3.35)

subject to the contact conditions (3.34). It is noted that ~λ is still an
unknown, but in the following, the contact conditions will be used
to devise a way to compute ~λ.



4 A discrete formulation

The previous section derived the Newton-Euler equations for a
multi body system. With the Newton-Euler equations it is possi-
ble to compute the state of the system at some time t + ∆t by
knowing the state at time t. In this section, we will also go from
the force-based formulation of the previous sections to an impulse-
based formulation.

The generalized velocity vector at t + ∆t can be approximated by
using explicit Euler integration. By (3.35) the velocity update is

~ut+∆t ≈ ~ut + ∆t
d~ut

dt
(4.1)

= ~ut + ∆tM−1(JT~λ+ ~fext) (4.2)

The generalized position is given by (3.12), and explicit Euler inte-
gration can be used to find an approximate position update

~s t+∆t ≈ ~s t + ∆t
d~s t

dt
(4.3)

= ~s t + ∆tSut+∆t (4.4)

There is, however, still one unresolved problem. There is no analyt-
ical value for ~λ, which implies that it must be computed by numeric
means. Multiplying (4.2) by J yields

J~ut+∆t ≈ J~ut + J∆tM−1(JT~λ+ ~fext)

= JM−1JT ∆t~λ+ J(~ut + ∆tM−1 ~fext)

= A~λ+~b (4.5)

where

A = JM−1JT (4.6a)
~b = J(~ut + ∆tM−1 ~fext) (4.6b)

In (4.5), ~λ has absorbed the ∆t term, and by (2.5), ~λ becomes an
impulse.

Multiplying by J has served one important purpose: It binds a ma-
trix equation for ~λ to the constraints on ~λ in equation (3.34). Equa-
tion (3.33) implies a coupling between the components in the nor-
mal and tangential directions. From this it follows that ~λ can be
computed by solving a nonlinear complimentary problem (NCP)
described by (4.5) and (3.34).

5 Solving Complementary Problems using
Splitting Methods

Having formulated the problem of computing contact forces as a
nonlinear complimentary problem, a solution must be constructed.
Gathering the contact conditions (3.34) and the contact equation
(4.5) into one equation, would create an easy to implement descrip-
tion of how to solve the problem. This section is inspired by [Er-
leben et al. 2005] and [Erleben 2008].

Intuitively, the constraints (3.34) make it clear that J~u = 0 except
in the limiting cases. If J~u 6= 0, it follows from (3.34) that ~λ is
equal to either ~λlow or ~λhigh.

y

λ

λi

Aλ+ b

λlow λhigh

Figure 6: The non-linear complementary problem in 2 dimensions.
The thick line plots the legal values of λ. The intersection between
the thick line and the lineAλ+b is the solution λi to the non-linear
complementary problem.

5.1 Rewriting the NCP

We define ~y = J~u. From this it follows that the NCP can be rewrit-
ten as

~y = A~λ+ ~B (5.1a)
λi = λlowi ⇒ ~yi ≥ 0 (5.1b)
λi = λhighi ⇒ ~yi ≤ 0 (5.1c)

λlowi < λi < λhighi ⇒ ~yi = 0 (5.1d)

Figure 6 illustrates the problem in two dimensions. From the figure
it makes sense to rephrase the problem depending on the sign of ~y.
To accommodate this, ~y + and ~y − are defined as

~y = ~y + − ~y − (5.2a)
~yi > 0 ⇒ ~yi = ~y +

i (5.2b)

~yi < 0 ⇒ ~yi = −~y −i (5.2c)

The vector and subscript notation is somewhat cumbersome. In the
following, y will be assumed to refer to the ith component of ~y, and
λ will refer to the ith component of ~λ.

It is noted that y+ ≥ 0 and λ−λlow ≥ 0. From (5.1) it follows that
if λ > λlow, then y+ = 0, and if λ = λlow, then λ − λlow = 0.
This can be summed up in the complementary problem

y+ ≥ 0 (5.3a)
λ− λlow ≥ 0 (5.3b)

y+(λ− λlow) = 0 (5.3c)

Similarly for y− ≥ 0, it is noted that λhigh − λ ≥ 0. From (5.1)
it follows that if λ < λhigh, then y− = 0, and that if λ = λhigh,
then λhigh − λ = 0. This yields the complementary problem

y− ≥ 0 (5.4a)
λhigh − λ ≥ 0 (5.4b)

y−(λhigh − λ) = 0 (5.4c)



The complementary problems (5.3) and (5.4) can be viewed as
the original problem rephrased as two corner constraints with the
corners translated to the origin. From (5.3c) it follows that either
y+ = 0 or λ− λlow = 0, so (5.3a) and (5.3b) yields

min(λ− λlow, y
+) = 0 (5.5)

If y+ = 0, we must have y− ≤ 0, so subtracting y− from y+ and
0 in (5.5) does not invalidate the first part of correlation described
by (5.5). On the other hand, if y+ > 0, we have by definition that
y− = 0, which fulfills the second correlation for λ− λlow. So

min(λ− λlow, y
+ − y−) = −y− (5.6)

Multiplying with −1 changes the sign of the components and
changes min to max

max(λlow − λ,−(y+ − y−)) = y− (5.7)

From inspection of (5.4), it can be seen that either y− = 0 or
λhigh − λ = 0, so

min(λhigh − λ, y−) = 0 (5.8)

Inserting (5.7) into (5.8) yields

min(λhigh − λ,max(λlow − λ,−(y+ − y−))) = 0 (5.9)

By inserting (5.1a), (5.9) becomes

min(λhigh − λ,max(λlow − λ,−((A~λ+~b)i)) = 0, (5.10)

where i has been reintroduced to specify that only the ith compo-
nent of A~λ+~b is being inserted. Adding λ yields

min(λhigh,max(λlow, λ− (A~λ+~b)i)) = λ (5.11)

These two results are quite important. Inserting a candidate for a
solution into (5.10) gives a measure of the quality of an approximate
solution. Equation (5.11) suggests a strategy for computing ~λ, using
an iterative method.

5.2 Introducing a splitting method

From the rephrasing of the NCP in (5.11), it can be seen that there
are three cases, depending on λ− (A~λ+~b)i:

λ− (A~λ+~b)i < λlow ⇒ λ = λlow (5.12a)

λ− (A~λ+~b)i > λhigh ⇒ λ = λhigh (5.12b)

λlow ≤ λ− (A~λ+~b)i ≤ λhigh ⇒ λ = λ− (A~λ+~b)i

(5.12c)

For the last case we get

λ = λ− (A~λ+~b)i ⇔ (5.13)

(A~λ+~b)i = 0 (5.14)

From this it follows that in order to solve the larger problem, it is
necessary to solve the equation

A~λ+~b = 0 (5.15)

for ~λ. Solving equations of the type (5.15) is a well known problem
in mathematics - most introductory text books on Linear Algebra,
such as [Messer 1994], describe the Gauss-Jordan reduction, also

known as Gaussian Elimination, for solving equations on the form
(5.15).

Such analytical methods suffer from a problem of high running
times, usually O(n3), as well as numerical instability. This make
them unsuitable for physics simulations at interactive rates, where
there may only be a certain amount of computation time available.
In this case, an approximate solution may be reasonable.

An approximate solution can be found using iterative matrix
solvers, where each iteration is hoped to yield a better approxima-
tion than the previous iteration. An iterative solver can be formu-
lated as

~λk+1 = f(~λk), (5.16)

where k denotes the iteration number. When there is no more time
for the physics computations, the solver can be stopped and the
result passed on. Iterative matrix solvers suffer from problems of
slow convergence or even divergence.

One method to rewrite a matrix equation of the form (5.15) is to
split the matrix A into a sum of matrices. This is called a splitting
method. If the matrix A is split into the sum of two matrices M
and −N we have A = M−N. Inserting this into (5.15) yields

A~λ+~b = 0 ⇔

(M−N)~λ+~b = 0 ⇔

M~λ−N~λ+~b = 0 ⇔

M~λ = N~λ−~b ⇔
~λ = M−1(N~λ−~b) (5.17)

In the Jacobi method, M = D and N = −(L + U), where D
is the diagonal of A, L is the strictly lower matrix of A, and U
is the strictly upper matrix of A. Using these expressions, (5.17)
becomes

~λ = D−1(−(L + U)~λ−~b) (5.18)

As such, (5.18) could be used to formulate an iterative scheme,
where the right-hand side can be used to calculate the next λ. How-
ever, some optimizations can be performed. Adding and subtracting
D inside the parenthesis yields

~λ = D−1(−(L + U)~λ−~b)

= D−1(−(L + U + D−D)~λ−~b)

= D−1(−(A−D)~λ−~b)

= D−1(−A~λ+ D~λ−~b)

= −D−1A~λ+ D−1D~λ−D−1~b

= ~λ−D−1A~λ−D−1~b (5.19)

It is noted that D−1A and D−1~b do not change during the itera-
tions, from which it follows that they can be precomputed.

5.3 Solving the NCP

In the previous sections, it has been argued that the NCP speci-
fied by (3.34) and (4.5) is equivalent to solving (5.11). Analysis of
this equation has led to (5.12) and (5.19). Equation (5.19) can be
rephrased as an iterative equation, where the results from the kth
iteration is used to find the k+1th result.

~λk+1 = ~λk −D−1A~λk −D−1~b (5.20)

At the core of the Gauss-Seidel method for solving (5.15) is the
insight that when calculating the ith component of ~λk+1, the i − 1



previous components are known. This sacrifices the possibility of
an embarrassing parallel implementation of (5.20), for a possibly
higher rate of convergence. For the ith component (5.20) becomes

~λk+1
i = ~λk

i −D−1
ii (Lrowi

~λk+1 + Dii
~λk + Urowi

~λk)−D−1
ii
~bi

(5.21)
If the ~λk+1 components are isolated from (5.21), we get

D~λk+1 = D~λk − L~λk+1 −D~λk −U~λk −~b ⇔

(D + L)~λk+1 = −U~λk −~b ⇔
~λk+1 = −(D + L)−1U~λk − (D + L)−1~b

= T~λk − ~c (5.22)

From this it follows that the Gauss-Seidel method can be described
as a splitting method using M = L+D and N = −U. In [Burden
and Faires 1997] it is proved that the Gauss-Seidel and Jacobi meth-
ods will converge if the spectral radius of T, ρ(T), is smaller than
1, and that lower spectral radius of T implies faster convergence.

The result from (5.21) can be projected onto the range [~λlow, ~λhigh]
using (5.11):

min(~λhighi ,max(~λlowi ,
~λk+1

i )) = ~λk+1
i (5.23)

This method is called the projected Gauss-Seidel method. It is noted
that the projection step may change or invalidate the linking of con-
vergence and ρ(T) mentioned above.

6 Improving the rate of convergence

In this section, methods to improve the convergence of the pro-
jected Gauss-Seidel algorithm will be proposed and an experimen-
tal framework will be described. To facilitate this, we need to in-
vestigate what we mean by convergence.

6.1 The Rate of Convergence

As noted in [Poulsen 2002], if a sequence xi converges towards
some number x, the sequence must satisfy

∀ε > 0 ∃n ∈ N , so that ∀i ∈ N : i ≥ n⇒| x− xi |< ε (6.1)

As the actual number x is unknown, the error must be approxi-
mated.

By using (5.10) for all components of the approximation in the ith
iteration ~λi, a function ~H can be constructed so that

~H(~λi) = min(~λhigh − ~λi,max(~λlow − ~λi,−(A~λi +~b))) (6.2)

The length of ~H(~λi) gives the distance from the approximated so-
lution to the real solution. There is, however, one serious snag.
The size of the normal force is also an unknown. So, the values of
~λhigh and ~λlow are also approximate. From this it follows that (6.2)
is only a reasonable approximation of the residual if the approxima-
tions of ~λhigh and ~λlow are reasonable and, preferably, tight.

The length of a vector can be found by calculating its vector dot
product with itself. This allow us to define the error function Θ(~λ)
as

Θ(~λi) =
1

2
~H(~λi) · ~H(~λi) (6.3)

For linear complementary problems (LCP), linear convergence is
expected. From [Nocedal and Wright 2006] linear convergence can
be defined by

εi+1

εi
≤ c, for all k sufficiently large,

where 0 ≤ c < 1. If c is a constant, applying (6.3) yields

c =
Θ(~λi+1)

Θ(~λi)
(6.4)

The number c is the rate of convergence, and it is this quantity that
we wish to measure and minimize. If c is a constant, it follows from
(6.4) that expressing Θ by the iteration number i, would yield the
relation

Θ(i) = Θ(0)ci

From this it follows that c can be measured by evaluating Θ(~λ)
after each iteration and plotting it against the number of iterations.
If c is a constant, plotting Θ(~λ) on a logarithmic scale should yield
a straight line where c is the slope.

6.2 Baseline

As the object of this part of the project is to improve the conver-
gence of the Gauss-Seidel method, a baseline is needed. This base-
line can be used to qualify the results. The standard method is the
projected Gauss-Seidel method (5.21), which will be used as a base-
line.

6.3 Order of iterations

The Gauss-Seidel method presented in Section 5.3 is sometimes
called the forward Gauss-Seidel, as it solves ~λ from the top element
and down. If one solves it from the bottom element and up, it is
called the backwards Gauss-Seidel, and can be found by

~λk+1
i = ~λk

i −D−1
ii (Lrowi

~λk + Dii
~λk + Urowi

~λk+1)−D−1
ii
~bi

(6.5)
This is equivalent to using the splitting M = D+U and N = −L.
From this it follows that the matrix T = −(D + U)−1L.

It is noted that the constraints of components λt in the tangential
directions are based on the components in the normal direction
λn, which are placed earlier in the order than λt. Thus, it is ex-
pected that on average forward Gauss-Seidel will converge faster
than backwards Gauss-Seidel.

As an alternative, one could alternate between these two methods,
that is, in the first iteration use forward Gauss-Seidel and in the sec-
ond use backward Gauss-Seidel. This method can be called sym-
metric Gauss-Seidel. Similarly, a method that alternates between
the two methods using backward Gauss-Seidel in the first iteration,
can be called anti-symmetric Gauss-Seidel. One may expect these
to have a more uniform convergence than the backwards and for-
wards Gauss-Seidel.

6.4 Improved initial guess of ~λ

One might get a faster initial convergence if one uses a good ini-
tial guess of ~λ. After the first iteration of the Jacobi method, as
described in Section 5.2, ~λ = ~b, with an initial guess of ~λ = 0.
So, one could investigate how a guess of 0 would fare against a
guess of~b. One would expect that~b would be a good guess in those
cases where the Jacobi method converges, but not when the Jacobi
method diverges.

6.5 Permutation of A

If the matrix A has a particular form, one might get a better rate of
convergence. There may even exist an optimal permutation, so that
the solution converges to the correct solution in the first iteration.



(a) Original A (b) A after applying reverse Cuthill-McKee order-
ing

(c) A after applying approximate minimum de-
gree ordering

Figure 7: The figure illustrates the effect of different permutations of A.

Unlike J or M we have little information on the form of A except
that it is A is symmetric and that the diagonal elements are nonzero.

If the nonzero entries in A were either in or close to, the diagonal,
one may expect faster convergence. The Reverse Cuthill-McKee
ordering (RCM) groups nonzero elements around the diagonal as
shown on Figure 7, so using this ordering can be used to investigate
the change in convergence.

Approximate Minimum Degree ordering (AMD) groups the
nonzero elements of a matrix together in blocks. The permuted
matrix tends to have a lower Cholensky factor. This permutation
may yield more work early and, hence, better convergence of later
computations. AMD is illustrated on Figure 7.

The above permutations are described in [Mathworks 2007].

Calculating and applying permutations may be expensive compared
to the gain. So, it is interesting to compare the preprocessing time
to the time used per iteration.

6.6 Construction of the Experiment

The above methods have been implemented in MatLab, partly to
reduce outside influences, and partly for convenience. The permu-
tations mentioned in Section 6.5 are implemented by the MatLab
functions symamd and symrcm, and MatLab have methods for
plotting data and fitting data to an equation. The source code can
be found on the enclosed CD in the /matlab directory.

6.6.1 Test Data

25 test setups have been generated using the setups from the Multi-
body project in OpenTissue [OpenTissue 2009]. The data have
been dumped into a MatLab script by adding a print function to the
OpenTissue Gauss-Seidel implementation in the first iteration of the
simulations. The edited files are supplied in the /OpenTissue
directory on the CD, and the generated data files can be found in
the /matlab/data directory on the CD. It is noted that 4 data
sets were too large for MatLab to handle, and have been omitted,
leaving 21 data sets for testing.

Using these test setups have some drawbacks. Many of these setups
were build to strain a multibody engine during simulation, not to be
used as test data. This has the unfortunate consequence that proper
laboratory conditions, where it is possible to tweak parameters and
measure effects are difficult to achieve.

6.6.2 Analysis of Test Data

For each of the test setups, the matrix A have been investigated.
The T has been generated for the forwards and backwards Gauss-
Seidel and the Jacobi methods. The nonzero elements have been
plotted, and the eigenvalues have been computed. These 252 plots
can be found in Appendix A on the CD.

6.6.3 Results

For each test setup, each of the methods in Sections 6.3 and 6.4,
have been run on each of the permutations in Section 6.5. In each
iteration, the residual have been computed using (6.3), and plotted
against the iteration number. These 252 plots can be found in Ap-
pendix B on the CD. The functions in the plots have been named
using the permutation and initial guess as prefixes as shown on Ta-
ble 1. The raw output data is supplied as MatLab script and are in
the /matlab/results directory on the CD.

Prefix Initial permutation
No prefix No initial permutation
b No initial permutation with ~x = ~b

as initial guess
amd Usage of Approximate Minimum Degree ordering
amdb Usage of Approximate Minimum Degree ordering

with ~x = ~b as initial guess
rcm Usage of Reverse Cuthill-McKee ordering
rcmb Usage of Reverse Cuthill-McKee ordering

with ~x = ~b as initial guess

Table 1: Naming scheme for legends in plots.

Using MatLab’s fit function, the rate of convergence can be ap-
proximated. Results have been projected onto the range [−1; 2], as
a result higher than 1 suggests divergence, and higher values only
obfuscate the convergence data. MatLab also supplies the standard
error of the fit. These have also been plotted. The measured rate of
convergence and the standard errors can be seen on Figures 8 to 13.

The averaged time plots can be found in Appendix C on the CD.
Raw time plots for each iteration, method, permutation and initial
guess can be found in the /matlab/convergenceplots di-
rectory.

The test were carried out on a system with an Intel Core 2 Duo
P8600 2.4 GHz CPU and 3 GB RAM running Windows XP SP3
after a clean boot. The entire test run were performed in approxi-



(a) Convergence plots for reg by setup (b) Standard error on fit for reg by setup

Figure 8: Plots summing up performance of method reg.

(a) Convergence plots for regb by setup (b) Standard error on fit for regb by setup

Figure 9: Plots summing up performance of method regb.

(a) Convergence plots for amd by setup (b) Standard error on fit for amd by setup

Figure 10: Plots summing up performance of method amd.



(a) Convergence plots for amdb by setup (b) Standard error on fit for amdb by setup

Figure 11: Plots summing up performance of method amdb.

(a) Convergence plots for rcm by setup (b) Standard error on fit for rcm by setup

Figure 12: Plots summing up performance of method rcm.

(a) Convergence plots for rcmb by setup (b) Standard error on fit for rcmb by setup

Figure 13: Plots summing up performance of method rcmb.



mately 9 hours. Due to time constraints, the test has only been run
once, so there is no variance data available.

7 Analysis of Test Results

In order to get an overview of the collected data, the setups are
grouped into equivalence classes, based on the form and eigenval-
ues of A, and the tightness of the range [λlow, λhigh]. From (4.5)
we know that A = JM−1JT .

If the objects in the scene do not touch, J will be very small, and
only apply a limited change to M−1. Thus, the vast majority of
nonzero elements in A will be on the diagonal. This class will be
called non-structured.

If the objects are similar and stacked in an ordered structure, the
number of contact points will be large, and have many similar nor-
mals and tangents. From this it follows that J will be very large
with much redundant information. This will apply a large change
to M−1, and there will be many nonzero elements of A outside of
the diagonal. The large redundancy is likely to be reflected in many
degenerate eigenvalues. This class will be called dense structured.

If the objects have different shapes and/or packed in a less ordered
structure, such as a pile, one expects a large number of contact
points, but lower than in the previous case. So, A is expected to
have fewer nonzero elements outside of the diagonal. The struc-
ture of the packing implies lower redundancy in J, which implies
fewer degenerate eigenvalues, if any at all. This class is called loose
structured.

The data for joints have one peculiarity. The range [λlow, λhigh] =
[−1.79769e + 308, 1.79769e + 308], which is equivalent with no
projection being performed. Hence, the joints have a pseudo-class
of their own, as this allow us to investigate the performance of
the various iteration ordering schemes without the projection step.
For joints, the residual (5.10) reduces to evaluating the well-known
εi = A~λi +~b.

The ordering of setups into the mentioned classes have been per-
formed using the matrix analysis data in Appendix A, and is
summed up in Table 2.

It is noted that some of the setups may have a structure that points
towards multiple categories. An example is the jamm2 setup, whose
A is pretty dense, but without degenerate eigenvalues. Jamm2 con-
sists of 5 penetrating spheres jammed together in a horse shoe.

Equivalence class Setup Joint
Non structured cow, cow stack, ball, pain,

diku, domino spiral ragdoll, revolute,
slider, universal,
wheel

Loose structured card, jamm1, jamm2 agony
Dense structured box, box stack,

large mass, penetrating
box stack, silo2, silo

Table 2: Distribution of setups on equivalence classes.

7.1 Initial guess of~b

In almost all cases, the spectral radii of T for the Jacobi method are
larger than the spectral radii of T for the Gauss-Seidel methods.
The only exception is the diku setup, where it seems to have little
effect, even on initial convergence. In general, it seems to have
small influence.

Figure 14: Semilogarithmic convergence plot for card setup with
no permutation and ~λ = ~b as initial guess.

7.2 Methods

As mentioned earlier, the measured rate of convergence and the
standard errors can be seen on Figures 8 to 13. It is noted that
even small standard errors can have a large impact. Looking at Fig-
ure 9 a for the card setup, it would seem that backward projected
Gauss-Seidel were much faster than the other methods. Looking
at the plots in Figure 14, it is clear that it is not significantly faster
than the other methods. On the standard error plot, Figure 9 b, there
is a small spike for backward projected Gauss-Seidel. Thus, even
a small standard error translates to a large error in the convergence
plot.

Inspection of the plots, suggests that forward projected Gauss-
Seidel usually out-performs backward projected Gauss-Seidel.

The advantage of using symmetric or anti-symmetric methods are
not clear. Even though they perform a backward and a forward
iteration of Gauss-Seidel each iteration, the convergence rate does
not seem better or more stable.

7.3 Time of permutations

The figures in Appendix C suggests that the preprocessing times
for the permutations are small compared to the time used per itera-
tion. The plots are, however, dominated by a few, time consuming
setups, which hide the performance for smaller setups. Due to time
constraints, this have not been explored in depth.

7.4 Spectral radius

Inspecting the data in Appendix A show that almost all the non-
joint setups have a ρ(T) = 1 for the Gauss-Seidel methods, and
yet they converge. This suggests that projection vastly improves
the robustness of Gauss-Seidel.

The setups with ρ(T) < 1, such as the diku and the ragdoll setups,
seem to converge very fast.

7.5 Dense structured setups

Looking at the residual graphs for the dense structured setups, it
becomes clear that in many instances the slope of the graphs are



(a) No permutation (b) Reverse Cuthill-McKee ordering

Figure 15: Eigenvalue distribution of A in domino spiral setup for different permutations. The distribution to the left converges faster than
the distribution to the right.

similar. This may be due to the low number of iterations used.
The symmetric and anti-symmetric projected Gauss-Seidel meth-
ods seem to have a slightly better slope, particularly after applying
reverse Cuthill-McKee ordering.

Without permutations, it seems that for the large, dense problems,
such as silo and silo2 , forward projected Gauss-Seidel were best,
whereas the smaller problems, such as the box stack , seem to favor
backward projected Gauss-Seidel.

7.6 Loose structured setups

There are only three loose structured setups. Of these, two diverge,
and only one converge. The converging setup is card . From
the graphs it can be seen that the reverse Cuthill-McKee order-
ing gives the best convergence, and that the symmetric methods are
slightly better than the non-symmetric methods. This is, however,
not enough to draw any conclusions.

7.7 Non-structured setups

The cow and cow stack setups are very small, and converge pretty
fast. For the diku setup, the two permutations increase the rate
of convergence considerably. The best results come with reverse
Cuthill-McKee ordering. However, for the extreme case shown in
the domino spiral, where all nonzero elements are on the diagonal,
the non-permuted and Approximate Minimum Degree ordering per-
forms notably better than the reverse Cuthill-McKee ordering.

This last result is somewhat surprising, as applying reverse Cuthill-
McKee ordering to the diagonal matrix A returns a diagonal ma-
trix, but underlines the importance of ordering for determining the
rate of convergence. The eigenvalues have not been changed, so
the distribution of the eigenvalues seem to have importance. The
eigenvalues in the permuted and non-permuted case have been plot-
ted in Figure 15. It is noted that the eigenvalue distribution in the
permuted state is bell-shaped, where it is wave-shaped in the non-
permuted state.

7.8 Joints

Some of these setups have ρ(T) = 1 and diverge. The agony
setup is an example of this. Others have a spectral radius smaller
than 1, and converge in very few iterations. As can be seen on Table
2, most joints are of the class Loose structured.

These setups seem to have a tendency to either diverge or converge
pretty fast. This may be due to the small size of the problems, as
the only large problem is the ragdoll setup, where ~b = 0. The
wheel setup is an exception as this contains both contact and joint
constraints.

7.9 Conclusion

From the analysis of the test data, it is clear that there is not one
method or permutation that are better in all cases. Reverse Cuthill-
McKee ordering, however, seems to yield decent results in most
cases, and forward projected Gauss-Seidel seem to do well, partic-
ularly when one takes the time used by the symmetric methods into
account.

One interesting result is that projection seems to have a large im-
pact on robustness. Also, the distribution of eigenvalues w.r.t. their
magnitude seem to have a large impact on convergence.

8 Future Work

The test data seems to suggest that a permutation of A that place
the largest eigenvalues early may yield a better convergence.

The proposed permutations have not used our knowledge of the ge-
ometry and the physics of the problem.

As noted in Section 7.4, the rate of convergence of the system may
depend on the tightness of the range that is projected onto. Thus,
if the normal impulses are computed early, one may get better con-
vergence.

A very similar idea has been proposed in [Kaufman et al. 2008],
where a staggered approach, alternating between solving for con-
tact impulses and friction impulses showed fast convergence. The
article also notes that a solution at one time step is likely to be close
to the solution at the next time step, and suggests using this to con-
struct a warm start.

It may also be interesting to investigate the eigenvalues of the nor-
mal and tangential impulses.

Taking the geometry of the problem into account may also improve
the stability and convergence of the solution. One example of this is
the usage of shock propagation to improve the stability of the solu-
tion [Erleben 2007], but one may use relational ordering to improve
convergence.



If a contact graph were available, it would be possible to construct
a permutation that could ensure a certain ordering of the bodies.
Solving for the bottommost bodies first might improve the stability
of the overall solution.
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